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Abstract

Recent research at Universidad de Cantabria has led to a closure-
based association rule mining approach that may offer important advan-
tages from the perspective of domain experts, that is, persons who are
knowledgeable on the data domain but not necessarily in data mining
techniques. In particular, the system is able to self-tune its parameters to
the dataset at hand, freeing the user from the need of choosing a number
of thresholds. Of course, a parameterless association rule mining method
in an professional strength (and open) data analysis platform would allow
users who are not as familiar with the internals of the algorithm to use it;
this would result in a much broader user base for association rule mining
in real applications.

This project proposes the joint creation of a set of new KNIME nodes
implementing this approach and any related processes necessary to com-
fortably use it, so that, first, the opportunity of applying easily in prac-
tice this research advance exists for any person interested and, second,
the existence of this opportunity is likely to come to the attention of any
candidate to become a user.

1 General information

Project title: STARK: Self-Tuning Association Rules for KNIME

Project coordinators: Prof José L Balcázar (Universidad de Cantabria) and
Prof Michael Berthold (Universität Konstanz and KNIME.com GmbH)

1.1 Participants

This project involves two participating entities:

• Universidad de Cantabria and

• KNIME.com GmbH.

KNIME [1] is a professional, open-source data mining suite, based on the
highly modular “knowledge flow” or “data pipeline” paradigm, by which a data
mining project processes data by successive filtering through processing “nodes”,
each of which is specialized for a specific task.
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KNIME is a widely employed tool in data mining and machine learning
tasks. In the may 2010 poll of kdnuggets.com, over 19% of the answers in-
cluded KNIME as one of the tools used along the previous 12 months for a real
data mining or analytics project, ranking as the fourth tool, only preceded by
RapidMiner, R, and Excel, and above well-established tools like Weka, SAS, or
IBM’s SPSS (both the Statistics tool and the former Clementine). This is a
large increase with respect to the similar poll in may 2009 where KNIME was
reported by less than 5% of the answers.

The human resources behind this system lie mainly with two organizations:
the Nycomed Chair for Bioinformatics and Information Mining in the Depart-
ment of Computer and Information Science of the University of Konstanz, Ger-
many, and the Swiss company KNIME GmbH which is successfully deploying a
sensible business model around the open-source tool, mainly through training,
consulting, or development of special-purpose on-demand nodes or extensions.
We must clarify, though, that whereas the Konstanz group will be kept informed,
this project involves formally only the University of Cantabria and KNIME.com
GmbH.

Besides Prof Michael Berthold, from the KNIME.com GmbH, the CTO of the
company, Dr. Bernd Wiswedel, and one of their Software Engineers, Dominik
Morent, are expected to participate in STARK.

Universidad de Cantabria is in the process of building an Informatics area; a
degree in Informatics is offered since only five years ago, and it is now evolving
into the guidelines of the European Higher Education Space. A number of
researchers are working there on data mining and machine learning theory and
applications. Prof JL Balcázar (PASCAL-2 Steering Committee member) has
joined that team on leave of his formal position at UPC, under a scheme of yearly
leave renovation (now agreed until december 2011 at least). Dr C Tirnauca
has joined in with a postdoc grant of the Spanish Government, after finishing
her PhD in Universitat Rovira i Virgili in Spain; one of her co-advisors was
Colin de la Higuera (PASCAL-2 Steering Committee member). The team has
been authorized to join PASCAL-2 in the form of a joint node with the UPC
nonbeneficiary node.

Besides Prof José L Balcázar, there will be one participant from Universidad
de Cantabria, a master student whose identity we cannot make explicit at this
time but who is already working on the initiative and has already met Prof
Berthold.

1.2 Hosting

The UC team will be hosted by KNIME.com GmbH as follows; if this proposal
is accepted, there will be one brief two-days visit by the master student to
KNIME, shortly after this acceptance is known; this visit will be funded by
KNIME. Later on, in the late winter or spring, there will be a 2-months stay of
the master student at KNIME, where most of the project will be developed. At
the beginning of this stay, and again midway through it, Prof José L Balcázar
will make two short visits to KNIME as well.
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1.3 Expected Dates

• December 2010 : First brief visit of the student to KNIME, on KNIME
funds.

• February 2011 and March 2011: Stay of the student at KNIME.

• February 2011: Brief visit of Prof Balcázar to KNIME, coinciding with
the beginning of the stay.

• March 2011: Second brief visit of Prof Balcázar to KNIME.

• April 2011: Student returns to Santander and completes the technical
development; start of reporting task.

• June 2011: Reporting ready (website, presentation slides, and demo).

2 Problem description

Association rule mining is one of the most widely studied data mining processes;
the literature is huge, and amazingly efficient algorithms have been discovered
along the last twenty years. In its most basic rendering, association rule min-
ing asks from the user a transactional dataset (relational datasets can be used
through a simple transformation) and thresholds for the two main parameters
of support and confidence. This setting makes association rule mining far less
useful than it has the potential to be. The reason is that the task of tuning the
thresholds is far from trivial.

The dataset is a bag of transactions, each coming with a transaction identi-
fier; each transaction is merely a subset of some agreed universe of items. The
association rules sought are, syntactically, expressions of the form X → Y where
both X and Y are sets of items (often Y is restricted to cardinality 1, but we will
not impose this restriction in our project). Semantically, the intuition is that
X → Y means two facts: first, that X and Y appear jointly in a certain ratio
of the transactions (the “support” threshold); and, second, that transactions
containing X tend to contain Y (the “confidence” threshold).

That is, the support threshold parameter lowerbounds the empirical prob-
ability desired for the joint event of occurrence of all the information items
participating in the obtained association rules, whereas confidence is measured
as the (empirical approximation to the) conditional probability of Y given X;
but there is a large number of alternative proposals to measure the “degree” of
the implication, as confidence admits a number of criticisms from the practical
perspective. However, a common trait of all these contributions is that the user
will receive the burden of the responsibility of choosing a value for each thresh-
old in order to use them, often with little or no guidance about which values
would be appropriate.

For instance, some well-known benchmark datasets require a support bound
around 0.1% or lower to provide any rules whereas others, similarly well-known
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and belonging to the same benchmark suites, already give huge amounts of rules
at supports above 98%, spanning a factor of 1000. One of the difficulties behind
this problem is that the support threshold has a dual role: on one hand, its
power to prune off statistical artifacts that do not really correspond to true
facts is high; on the other, in the absence of a support bound, the closure space
spanned by association rule search is enormous as soon as the dataset is not a
toy.

Likewise, in practice the confidence threshold is often, conceptually, insuffi-
ciently strict. Rules of very high confidence tend to be rather trivial (like the
famous “all WW-II veterans declared as job ’retired’ by 1995”), and, as soon as
the threshold is lowered in order to let more interesting rules pass, the number
of rules found grows substantially, often hindering or making impossible their
study by human experts. Most existing alternative proposals take into account,
in order to determine whether an association rule found must be reported, the
supports of X, Y , XY , and of their (relative) complements.

In [2] we studied two alternative measures characterized by leaving that lim-
ited universe and confronting carefully the potentially exponential space of all
the subsets of the antecedent X of the rules, or all the supersets of the conse-
quent Y ; in a later, recent extension we encompassed both measures into a single
one and generalized it a bit further [3] to obtain the “closure-based confidence
boost”. We found empirically that, in practice, setting sensible thresholds for
this new measure had two beneficial aspects: first, it was rather easy to do in
the sense that the “discontinuities” typical of other measures (a slight threshold
change ends up in an abrupt, large change in the output) did not appear any-
more; and, second, it made relatively irrelevant the specific confidence threshold,
which could be safely left at a mild value (say, 60% to 70%), leaving to the con-
fidence boost the task of really pruning off the uninteresting (or less novel)
rules.

Further analysis took also the support into consideration, and we studied
connections between the confidence boost and the “support ratio”; this measure
offers the advantage that the constraints relating to it can be “pushed into” the
mining algorithm and thus improve its efficiency. We were able to construct
a software system that offers the option of running a sensible first run on any
dataset, along which the system self-tunes to the data with no user intervention.
A preliminary demonstration program has been written in Python. It must be
pointed out here that, as no serious support bound is available to the algorithm
at the offstart, and information to that end is to be gathered without the ability
of discarding low-support candidates, this algorithm cannot be competitive with
those ones who are externally given a support bound that can be applied straight
away to prune off large regions of the closure space.

Several algorithmic optimizations remain to be done on the demo program.
First, the construction of the Hasse edges allows for an alternative, theoreti-
cally faster algorithm, which remains unimplemented so far due to the fact that
its correctness proof was achieved only recently. Secondly, implementing this
alternative algorithm may open the door to a simplification and improvement
of the efficiency of the data structures that support the next phase of the pro-
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cess. Third, our approach requires the system to monitor carefully memory
usage, and the current implementation of these controls ends up slowing down
considerably operations that, in principle, could be much faster. Additionally,
a Java implementation would be much more welcome, in the current status of
technologies, than a Python implementation.

Last but not least, a standalone tool that only offers one functionality (asso-
ciation rules) would never obtain the visibility, applicability, and appreciation
as if the functionality is embedded into a complete, user-centric data mining
platform like KNIME; not only due to the fact that the user group of KNIME
is already large, consisting of at least 6000 users at the time of writing, but
also because a number of technological tools developed inside it (like a specific
memory model that allows one to configure easily each node with respect to
its virtual memory behavior) is likely to be instrumental in solving the slow
memory monitoring problem that the current implementation suffers.

The output of this project will be the necessary KNIME nodes to imple-
ment this functionality, as well as a number of KNIME nodes that could be
instrumental in the usage of the main algorithm; candidates are direct readers
of bitvectors or more sophisticated viewers of association rules. But, first, the
development of these nodes is expected to be considerably simpler than the main
ones and, second, we will specify their functionality only after the design of the
main nodes is underway, to guarantee appropriate compatibility and behavior.

3 Visibility afforded to PASCAL

A preliminary webpage for the STARK proposal is already operative, including
a link to Pascal-2. It is hosted now at Universidad de Cantabria:

http://personales.unican.es/balcazarjl/stark.html
If the proposal is successful, a full-fledged site will be set up, with appropriate

content management, hosted under either Universidad de Cantabria or KNIME,
to which contents will be added along the development of the project.

Every KNIME node includes a brief (100-130 words) description of its func-
tionality, that is available immediately as part of the regular KNIME screen.
Every user of each node reads this part a few times along the first few uses of
the node, until becoming familiar with its functionality. The new nodes added
to KNIME through this project will include in this description a mention of the
PASCAL-2 financial support for this project.

4 Performance and Datasets

The contribution of this algorithm is not that much with respect to processing
speed, but rather by freeing the user from the need of choosing thresholds. The
price is, of course, heavier computation, as the algorithm is taking over the
task of adjusting them. However, we can mention some informal expectations
regarding performance.
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One set of relatively standard benchmarks is composed by 9 datasets avail-
able at

fimi.cs.helsinki.fi
(which actually holds links to 14 datasets but three of them, held under a
specific agreement by Purdue University, are not currently available; and two
more are fully synthetic and will not be used for evaluation of our contribution,
as KNIME has its own nodes able to generate synthetic data).

We expect to be able to obtain easily an implementation where the mining
process takes over ten minutes for no more than two of them, and takes less
than three minutes for at least five of them, on a standard, midrange laptop
PC. (Our current prototype does not meet these bounds.) It must be indicated
that, compared to algorithms where support pruning is available through ex-
ternal parameters, these times are laughably long; however, working under the
assumption that the user does not select a support threshold is an altogether
different story, as the need arises to temporarily store and process large re-
gions of the closure space while waiting for the support bound to self-tune to a
higher threshold before being able to discard them as appropriate; that is, such
a comparison would not be fair.

To these datasets, at least three more more will be added, from the UCI or
the mldata.org repositories: German Credit Scoring, Contraception Method
Choice, and House Votes. In particular this last one leads to a huge closure
space and large amounts of associations, so that it will act as a memory stress
test. Our implementation must be able to work on it without crashing, and to
report the corresponding rules.

Beyond this, every effort will be made to attain as close as real-time mining
as possible on each of the benchmark datasets.

5 Milestones

All timing is tentative; however, only starting points are flexible, and durations
will be as indicated.

5.1 Preparatory activities

October 2010: together with filing the application, or before, a (very prelim-
inary) web page advertises STARK.

November 2010: a student of Universidad de Cantabria who has passed with
good grades at least four years of Informatics Engineering degree is selected
by the Pascal-2 team of Universidad de Cantabria (interested, very valuable
candidates exist, although we are not authorized to make explicit any name
here at this point).

December 2010 and January 2011: under advice of Prof José L Balcázar,
the selected student familiarizes himself with the internals of KNIME, specifi-
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cally, the Node Factory and the New Node Wizard; as well as with the papers
mentioned below in the References, so as to get acquainted with the novel algo-
rithmics.

This period will include a short visit of the student to the headquarters of
KNIME (funded by KNIME), where he will be exposed to the working envi-
ronment as well as having an opportunity to ask any questions or clarifications
from the most authoritative source.

Also along this period, the website of the project will be redesigned on
the basis of an adequate content management system, available content will be
added, and a Google Analytics snippet will be installed to track its visibility.

5.2 On-site Execution

February 2011 and March 2011: the student moves to Zurich to work at
the KNIME headquarters; prof Balcázar visits twice during this period, to par-
ticipate in the coordination, contribute to any decision that could be necessary
depending on the development of the project, and to offer one technical talk at
each visit, to which any interested personnel from KNIME can attend.

End of March 2011: the new nodes are added to the Labs tab of the KNIME-
tech website, where nodes that are not yet part of the stable releases of KNIME
are kept and become freely downloadable by KNIME users.

5.3 Reporting

April 2011 and May 2011: the team at Universidad de Cantabria prepares
reporting and promotion material regarding STARK.

Second half of 2011: the team at Universidad de Cantabria reports on
STARK at the corresponding Harvest Programme Review meetings of Pascal-2.

6 Team Composition

The project will be jointly supervised by Prof Michael Berthold from the KNIME
team and Prof José L Balcázar from the Universidad de Cantabria part. Most
of the development will take place jointly as a Master Student of Universidad de
Cantabria will be hosted for two months at the KNIME.com GmbH headquar-
ters in Zurich, where he will be assisted by the CTO of the company, Dr Bernd
Wiswedel, and will work in cooperation with one of their Software Engineers,
Dominik Morent.

7 Requested Funding

We use the per diem estimations per country for 2010, which are available from
the web page of the Harvest program; the budget can be reestimated if necessary
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upon knowing the per diem figures for 2011.

• 3 return flights Santander-Zurich via Madrid (one return flight for the
student; two for the short visits by Prof Balcázar): 1500 euro

• 67 days per diem (60 days for the student plus seven days for Prof Balcázar
at the Swiss rate established at 119 euro/day): 7973 euro

• participation Harvest workshop (two return flights, two times four days
stay): 2180 euro

• total: 11653 euro

8 Content of training delivered to participants

The UC student will receive two days of individual training as KNIME node
developer. The content of the developer training will be as usual for KNIME
developers:

• Day one:

– Morning: KNIME Architecture Overview, Node Extension Wizard
– Afternoon: Data Handling I, Dialog and Settings

• Day two:

– Morning: Data Handling II, Loop Support
– Afternoon: Node View, Plug-in Deployment

Prof José L Balcázar will offer two technical talks at the KNIME.com GmbH
company: one on the technical details of the approach to parameterless associ-
ation rule mining and one on the panorama of research in redundancy notions
for association rules where this work is framed.
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